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Densely Connected Neural Network for Predicting Photo-
voltaic Generation in Electric Utility Customers

Red neuronal densamente conectada para predecir generacion fotovol-
taica en clientes de distribuidoras eléctricas

Matias Ezequiel Tiellit, Franco Vega?, Vanesa Hetze?, Mario Orlando Blume*

ABSTRACT

This work presents a first-approach case study aimed at identifying customers with behind-the-meter photovoltaic (PV) generation
using real operational data from five electric utility cooperatives. The study investigated the use of a densely connected neural network
based solely on daily electricity demand profiles and local solar radiation data. The objective was to detect characteristic consump-
fion patterns indicative of PV generation, such as reductions in measured demand during peak sunlight hours. The dataset comprised
approximately 18 months of hourly measurements, with only one cooperative known to have PV installations, which allowed labeling
for fraining and testing. Each record included 24 hourly demand values, 24 hourly solar radiation values, and a binary label indicating
prosumer status. Data preprocessing involved reshaping records for network input, cleaning missing or inconsistent entries, and apply-
ing standardization. The final neural network consisted of an input layer with 48 neurons, two hidden layers with 1000 and 2000 neurons,
respectively, all using sigmoid activations, and an output layer with a single sigmoid neuron predicting the probability of PV presence.
The model was frained using the Adam opfimizer and binary cross-entropy loss, with early stopping after six epochs to avoid overfitting.
The trained network distinguished between prosumer and non-prosumer profiles with high accuracy, demonstrating its potential to
detect unregistered PV systems and support smarter grid planning. These results suggest that densely connected neural networks can
serve as effective tools for utilities seeking to monitor distributed PV adoption and enhance distribution system management.
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RESUMEN

Este trabajo presenta un estudio de caso inicial dirigido a identificar clientes con generacion fotovoltaica detrds del medidor (BTM)
utilizando datos operativos reales de cinco cooperativas eléctricas. La investigacion analizd el uso de una red neuronal densamente
conectada basada Unicamente en los perfiles diarios de consumo eléctrico y datos locales de radiacion solar. El objetivo fue detectar
patrones caracteristicos de consumo que indicaran generacién PV, como disminuciones en la demanda durante las horas de mdé-
xima radiacién. El conjunto de datos comprendié aproximadamente 18 meses de mediciones horarias, de las cuales solo una coope-
rativa contaba con instalaciones PV conocidas, lo que permitid etiquetar los datos para entrenamiento y prueba. Cada registro
incluia 24 valores horarios de demanda, 24 de radiacion solar y una etfiqueta binaria indicando el estado de prosumer. El preproce-
samiento consistié en reestructurar los datos para la entrada de la red, limpiar valores faltantes o inconsistentes y aplicar estandariza-
cién. La red final consistié en una capa de entrada con 48 neuronas, dos capas ocultas con 1000 y 2000 neuronas respectivamente,
todas con activaciéon sigmoide, y una capa de salida con un Unico nodo sigmoide para predecir la probabilidad de presencia PV.
El modelo se entrend usando el optimizador Adam y la funcién de pérdida de entropia cruzada binaria, aplicando early stopping fras
seis épocas para evitar sobreajuste. La red entrenada distinguié con alta precisién entre perfiles prosumer y no prosumer, demos-
trando su potencial para detectar sistemas PV no registrados y apoyar la planificacion inteligente de redes. Estos resultados sugieren
que las redes neuronales densas pueden ser herramientas efectivas para que las utilities monitoreen la adopcién de PV distribuida y
mejoren la gestién del sistema de distribucion.

Palabras clave: [Perfiles de carga], [Redes Neuronales], [Clientes de Distribuidoras electricas], [Deep Learning], [Clasificacion de
prosumidores], [Radiacion solar]
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Introduction

The increasing adoption of distributed generation systems, partic-
ularly photovoltaic (PV) systems, has introduced new challenges
for electric utilities. Behind-the-meter PV installations can signifi-
cantly alter measured load profiles, complicating demand forecast-
ing, grid planning, and operational management. Moreover, many
of these installations are not formally reported to utilities, reduc-
ing visibility into the actual state of distribution networks and po-
tentially affecting reliability and efficiency.

This work presents a first-approach case study aimed at identifying
customers with behind-the-meter PV generation using real oper-
ational data from five electric utility cooperatives. The dataset
comprises approximately 18 months of hourly electricity demand
and solar radiation measurements, along with labels indicating
prosumer status. Only one cooperative was known to have PV
installations, which enabled supervised model training and valida-
tion. Each daily record includes 24 hourly demand values, 24
hourly solar radiation values, and a binary prosumer label, provid-
ing a rich dataset for model development while maintaining confi-
dentiality.

Using this dataset, we developed a densely connected neural net-
work capable of classifying customers as prosumers or non-
prosumers. Although the network architecture is standard, the
study demonstrates the feasibility and effectiveness of prosumer
detection using actual data, serving as an initial step for future re-
search exploring alternative architectures, ensemble methods, or
more robust validation strategies.

Literature Review

In recent years, studies aimed at identifying the presence of be-
hind-the-meter (BTM) photovoltaic generation based on hourly
consumption records and local meteorological variables have mul-
tiplied. The literature highlights two main approaches: (i) disaggre-
gation methods that attempt to separate the PV generation com-
ponent from the net consumption using solar profiles or “solar
exemplars” , and (ii) machine learning—based classification meth-
ods that identify characteristic patterns in hourly load curves in-
dicative of PV presence. Previous research has demonstrated that
including solar radiation measurements and calendar variables sig-
nificantly improves the discrimination between consumers and
prosumers [1], [2]

The techniques employed range from statistical and disaggregation
models to machine learning approaches (Random Forest, SVM,
XGBoost) and neural networks (MLP, CNN, LSTM). Recent stud-
ies recommend explicitly exploiting the temporal structure of the
series (e.g., |D CNN or LSTM) or, when using dense perceptrons
(lik in this work), applying strong regularization and modern acti-
vation functions to avoid optimization issues and overfitting. In ad-
dition, robust validation—testing on unseen customers and on
days with different weather conditions—is essential to properly
assess generalization capabilities. [3]

Compared with these works, the present study shares the central
idea of using radiation together with hourly consumption, but ap-
plies a very wide dense network with sigmoid activation functions.
Given the state of the art (2020-2025), it would be advisable to
complement the evaluation with comparative experiments against
temporal architectures and ensemble models, to report more
comprehensive classification metrics (precision, recall, FI, AUC),
and to document the regularization techniques employed to en-
sure the robustness of the results. [4]
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Methodology

The methodology adopted in this work combines supervised
learning techniques with tailored data engineering, focusing on the
analysis of hourly electric demand profiles. The goal was to de-
velop a predictive model capable of identifying whether a cus-
tomer connected to a utility network has a photovoltaic (PV) in-
stallation, using real-world operational data.

The general approach involved:

e Constructing a representative dataset based on real
hourly measurements from five electric utility coopera-
tives;

e  Performing rigorous preprocessing to transform the
raw data into a structure suitable for deep learning mod-
els;

e  Splitting the dataset into training and test subsets using
standard methods;

e  Designing a densely connected neural network with an
architecture adapted to the binary classification task
(prosumers vs. non-prosumers);

e  Conducting iterative training and validation, monitoring
the loss function to identify the optimal training epoch
and mitigate overfitting;

e  And finally, performing an additional external validation
using load profiles from customers not included in the
training set, in order to assess generalization capability.

Each of these stages is detailed in the following subsections.
Data Sets and Case Study

Data was collected from five electric utility cooperatives over a
period of approximately 1.5 years of hourly measurements. For
confidentiality reasons, the names of the cooperatives are not dis-
closed. Only some of these cooperatives have customers with
photovoltaic installations—information that was used to label the
dataset and enable supervised model training.

The original dataset includes the following variables (see Fig. I):

e  Date and time (Year, Month, Day, Hour),

e  Total hourly energy demand (Demand R),

e Hourly solar radiation (Total Solar Radiation),

e  Customer identifier (Location),

e Binary prosumer label (I if the customer has a photo-

voltaic installation, 0 otherwise).

df = pd.read_csv('DataSet demanda y radiacion.csv®, sep=";")
df.columns
Index(["YEAR', 'MO', °DY', 'HR', "Fecha', 'Lugar’, 'Demanda R",

"Radiacion Solar Tot', 'PROSUMIDOR'],
dtype="object")

Figure 1 — Data set columns

Figure 2 shows a plot of daily energy demand and solar radiation
for a customer who is not a prosumer—that is, one who does not
have a photovoltaic installation.
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Figure 2 — Trend of energy consumption [KW] and solar radiation [W/m?] over
the course of a day for a customer without a photovoltaic installation

On the other hand, Figure 3 shows the load profile of a customer
who is a prosumer. It can be observed that during periods of high
solar radiation, the measured demand is noticeably lower.
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Figure 3 — Trend of energy consumption [KW] and solar radiation [W/m?] over
the course of a day for a customer With a photovoltaic installation

Data Preprocessing

To prepare the data for the model, a transformation process was
applied, which included the following steps:

e  Restructuring the data into a wide format using pivot
operations,

e  Horizontally concatenating the 24 hourly demand varia-
bles and the 24 hourly solar radiation variables per day,

e Removing records with missing values or inconsisten-
cies,

e  Standardizing the values using Scikit-learn’s Standard-
Scaler technique to improve training efficiency and sta-
bility.

The result was a dataframe with 49 columns: 24 corresponding to
hourly demand, 24 to solar radiation, and one final column con-
taining the prosumer label.
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Dataset splitting

The dataset was split into training (80%) and testing (20%) sets
using the train_test_split function. This resulted in the creation of
the matrices X_train, X_test, y_train, and y_test.

416]: X = df_final.drop('Prosumidor o', axis-1) #
y = df_final['Prosumidor_@'] # Variable objetivo

riables predictoras

# Dividir los datos en train y test (86% entrenamiento, 28% prueba)
X_train, X test, y train, y test = train test split(X, y, test_size=0.2, random state=42)

# Ver Las dimensiones de los conjuntos
print(X_train.shape, X_test.shape, y_train.shape, y_test.shape)

l (1840, 48) (460, 48) (1849,) (460,)

Figure 4 — Training was performed with 80% of the data, and testing was con-
ducted with the remaining 20%.

Proposed model

The model developed is a densely connected neural network with
the following architecture:

e Input layer: 48 neurons (24 corresponding to hourly en-
ergy demand and 24 to solar radiation),

e Hidden layers: two hidden layers; the first with 1000
neurons and the second with 2000 neurons, both using
the sigmoid activation function,

e Output layer: a single neuron with sigmoid activation,
returning a value between 0 and |, representing the pre-
dicted probability that the customer is a prosumer.

The Adam optimizer was used due to its efficiency in handling
sparse gradients and its adaptive learning rate capabilities [5],
which often lead to faster convergence. The binary_crossentropy
loss function was chosen because the task is a binary classification
problem—i.e., predicting whether a customer is a prosumer (I)
or not (0) [6]. Model performance was evaluated using accuracy[7]
as the main metric, as it provides an intuitive measure of the pro-
portion of correct classifications over the total number of predic-
tions.

Red neuronal
densamente Predecir si es prosumidor

conectada

Daily solar radiation

Figure 5 — Model structure

Training and validation

The model was trained for 10 epochs. However, analysis of the
loss curves for both training and testing data revealed stabilization
around epoch 7 (figure 5), indicating the potential onset of over-
fitting. Therefore, the model from epoch 7 was selected as the
final model to balance learning performance and generalization.
This early stopping approach helps prevent the model from mem-
orizing the training data and ensures better performance on un-
seen data.
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Figure 5 — Plot of the loss function using training and validation data over each
training epoch. Between epochs 7 and 8, signs of model overfitting are observed.

The accuracy achieved was approximately 86%.

test_loss, test_acc = model.evaluate(X_test, y_test)
print(“Precisidén -» ", test acc)

15/15 — @s Sms/step - accuracy: 8.8558 - loss: 1.2976
Precisidn -> ©.863843487871991

Additional validation

To validate the model’s generalization capability, it was tested on
three new customer profiles not included in the original data set.
Only one of these customers has photovoltaic generation. The
model correctly identified the prosumer, producing a prediction
close to |, while the other profiles yielded predictions near 0, re-
inforcing the reliability of the approach.

Prosumer Predictions (0: Non-Prosumer, 1: Prosumer)
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Figure 6 — Prediction for the real test using data never considered during model
training. The model successfully predicted that Electric Cooperative B is a
prosumer.

Conclusion

We have successfully developed a predictive model that meets the
primary objective of detecting the presence of photovoltaic
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installations within customer networks by analyzing hourly de-
mand and solar radiation data. The model achieved an accuracy of
approximately 86%, which is highly satisfactory given the complex-
ity of the problem and the inherent variability of real-world data
(8], (6]
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Figure 7 — Confusion Matrix

The confusion matrix (Figure 7) illustrates the model’s strong per-
formance in correctly classifying both prosumers and non-prosum-
ers. Specifically, out of 370 true non-prosumer instances, 369
were accurately identified, resulting in an exceptionally low false
positive rate. For the prosumer class, 73 out of 90 cases were
correctly classified, indicating high sensitivity to the presence of
photovoltaic generation, albeit with some room for improvement
in reducing false negatives [9], [10].
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Figure 8§ — ROC curve yielded an AUC score of 0.93

The model’'s ROC curve, shown in Figure 8, yielded an AUC of
0.93, reflecting an excellent ability to distinguish customers with
photovoltaic generation from those without. This finding confirms
the model’s strong discriminatory power and its potential applica-
bility in real-world grid management scenarios, particularly for de-
tecting undeclared distributed generation [I 1], [5].



Overall, the results demonstrate the model’s high reliability in
identifying the absence of distributed generation, alongside a rea-
sonably robust capability to recognize prosumers. This balance be-
tween precision and recall enhances the model’s practical utility
for electrical utilities aiming to improve visibility into photovoltaic
installations that are not formally reported [12].

Looking ahead, several opportunities exist to enhance and expand
the model. Incorporating load profiles of customers equipped with
battery storage systems could increase robustness by accounting
for additional variability and consumption patterns introduced by
energy storage [|3], [14]. Similarly, extending the model to include
customers with wind generation would improve applicability in re-
gions with a diverse renewable energy mix [I5].

Moreover, increasing the volume and diversity of training data is
crucial to mitigate overfitting and improve generalization perfor-
mance. Transitioning from daily to weekly load profiles could cap-
ture richer temporal patterns and reduce noise due to daily fluc-
tuations, thereby boosting predictive accuracy [16].

These prospective improvements highlight the flexibility and scala-
bility of the proposed approach. Furthermore, the model’s
demonstrated ability to classify previously unseen customer pro-
files reinforces its reliability as a practical tool for utilities seeking
enhanced visibility into distributed generation assets [|7].

Future research could explore alternative deep learning architec-
tures tailored for time series data, such as convolutional neural
networks (CNNs), long short-term memory networks (LSTMs),
or transformer models, to better capture temporal dependencies
in electricity consumption and solar radiation patterns. Compara-
tive evaluations with classical machine learning methods, including
Random Forest, Support Vector Machines, XGBoost, and discri-
minant classifiers, may provide additional insights into model per-
formance. Moreover, employing k-fold or nested cross-validation
strategies could enhance the assessment of generalization capabil-
ities and robustness. Investigating these avenues would further ex-
pand the practical applicability of prosumer detection models in
diverse real grid environments and contribute to the development
of more accurate predictive tools.

In conclusion, this study offers a valuable method to tackle one of
the critical challenges posed by the growing penetration of distrib-
uted photovoltaic generation: lack of formal reporting and visibil-
ity. By leveraging simple deep learning techniques, we provide a
solid foundation for improved grid management and planning, with
promising potential for future advancements [18], [19].
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