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Abstract

Fitting high-dimensional random-effect models can be computationally
demanding. To address this challenge, methodologies such as the Integrated
Nested Laplace Approximation (INLA) provide efficient deterministic ap-
proximations for latent Gaussian models. We illustrate this approach us-
ing the Saber 11 mathematics scores from Colombia, fitting Bayesian spa-
tial mixed-effects models with municipality-level and school-level random
effects. The model accounts for associations between mathematics perfor-
mance and selected student, household, and institution-related covariates,
while capturing spatial structure across municipalities and heterogeneity be-
tween schools. Penalised Complexity priors were used to specify prior distri-
butions for the variance components, and model comparison was performed
using predictive assessment criteria, including Automatic Leave-Group-Out
Cross-Validation. Based on the reported comparison criteria, the model in-
cluding both municipality-level spatial effects and school-level random effects
showed the best predictive performance among the candidate models.

Keywords: Bayesian statistics; ICFES; INLA; Lattice data; Mixed-effects
models; Spatial statistics.

Resumen

Ajustar modelos de efectos aleatorios en altas dimensiones puede ser com-
putacionalmente exigente. Para abordar este problema, metodologias como
Integrated Nested Laplace Approximation (INLA) proporcionan aproxima-
ciones deterministicas eficientes para modelos gaussianos latentes. Ilus-
tramos este enfoque utilizando los puntajes de matematicas en la prueba
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Saber 11 en Colombia, ajustando modelos bayesianos espaciales y de efectos
mixtos con efectos aleatorios a nivel municipal y escolar. El modelo permite
estudiar asociaciones entre el desempeifio en matematicas y covariables selec-
cionadas relacionadas con el estudiante, el hogar y la institucién, mientras
captura la estructura espacial entre municipios y la heterogeneidad entre
escuelas. Se utilizaron Prioris Penalizadas por complejidad para especificar
las distribuciones a priori de los componentes de varianza y la comparaciéon
de modelos se realizé mediante criterios de evaluacién predictiva, incluyendo
Automatic Leave-Group-Out Cross-Validation. Con base en los criterios de
comparacion reportados, el modelo que incluye tanto efectos espaciales a
nivel municipal como efectos aleatorios a nivel escolar mostr6 el mejor de-
sempeno predictivo entre los modelos candidatos.

Palabras clave: Datos de reticula; Estadistica bayesiana; Estadistica espa-
cial; ICFES; INLA; Modelos de efectos mixtos.

1. Introduction

The Integrated Nested Laplace Approximation (INLA) has been used in a va-
riety of applications, particularly in spatial and spatio-temporal modeling, disease
mapping, environmental studies, and other settings where hierarchical structures
and correlated observations are present. These features make it suitable for educa-
tional data, where student performance may vary not only according to individual
and family characteristics but also across schools and geographic areas. In this
study, we use INLA to model mathematics test scores in Colombia, accounting for
school-level random effects and spatial structure among municipalities.

The analysis uses the original INLA methodology Rue et al. (2009) together
with a recent development van Niekerk & Rue (2024), which improves computa-
tional efficiency and allows model parameters to be estimated in shorter periods of
time, as illustrated in van Niekerk et al. (2023). This tailored algorithm relies on
assumptions that are satisfied by latent Gaussian models. When these conditions
hold, INLA provides an efficient deterministic approach for approximating pos-
terior marginal distributions in complex hierarchical models. The original INLA
methodology and its recent developments are implemented in the R-INLA package,
available at https://www.r-inla.org/.

The development of a nation is made up of multiple factors: political, economic,
environmental, security-related, among others. Education is one of the main con-
cerns, since it is closely related to these factors and to additional dimensions such
as productivity and human capital. A deeper analysis of this relationship can be
found in Ozturk (2001), where the author concludes that economic development
cannot be achieved without good education. Hence, governments invest a portion
of public resources in programs or projects to improve the quality of education
in the country. However, education is complex due to the many factors that can
affect the learning process and academic performance of students such as socioe-
conomic variables, family life, income level, and teacher proficiency, among others
Duarte et al. (2012), Collazos Valenzuela et al. (2021).

Revista Colombiana de Estadistica - Applied Statistics 49 (2026) 499-526


https://www.r-inla.org/

Bayesian Spatial and Mized-Effects Modeling of the Saber 11 Test Data 501

The Saber 11 test is an educational test designed by the Colombian Institute
of Education Assessment (ICFES). This mandatory national test assesses the level
of proficiency of Colombia’s final-year high school students in five main areas of
knowledge: mathematics, reading and writing, natural sciences, social sciences,
and English. The score for each topic ranges from 0 to 100 and the global score is
computed by assigning a specific weight to each area of knowledge and summing
the totals. The data used in this study come from open-source records provided
by Instituto Colombiano para la Evaluacion de la Educacion (2024).

Colombia is territorially heterogeneous, with municipalities differing in socioe-
conomic conditions, infrastructure, institutional capacity, and access to educa-
tional resources. These differences may contribute to spatial patterns in aca-
demic performance that are not fully explained by individual-level covariates. For
this reason, modeling mathematics scores with a spatial component allows us to
account for similarities among neighboring municipalities and better understand
geographic differences in educational outcomes. In addition, students from the
same school may share institutional conditions, such as academic resources, teach-
ing practices, or administrative organization, that are not fully captured by the
observed covariates. Therefore, including school-level random effects allows the
model to account for heterogeneity between educational institutions.

The paper is structured as follows. Section 2 presents the methodological
framework, including the GLMM formulation, the INLA latent Gaussian repre-
sentation, the Besag spatial effect, the school-level random effect, PC-prior spec-
ification, and the LGOCV model assessment. Section 3 describes the data col-
lection process, preprocessing steps, and descriptive analysis. Section 4 presents
the complete model used in the application, the municipal adjacency map, the
fitted candidate models, the goodness-of-fit check, the model comparison results,
and posterior summaries of the selected model. Finally, Section 5 provides the
conclusions and final remarks.

2. Methodology

In this section, we describe the general model formulation, considering mixed
linear models, prior elicitation, model components specification, and model assess-
ment.

2.1. Generalized Linear Mixed-Effects Models

Generalized linear mixed-effects models (GLMMs) are an extension of General-
ized Linear Models (GLMs) that can include random effects to explain variability
inside a certain group of observations. The GLMM model explains the expected
value p; of the response variable through a link function g(-):

9(pi) =ni = Zﬂj%’j + Zbikzik- (1)
J k
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In Equation (1), the first term represents fixed effects, and the second term
represents the contribution of random effects through the corresponding design
variables. In our application, this structure is specified as

N = p+ Z Bixij + wig) + by (2)

J

where w;(; denotes the municipality-level spatial effect (i.e., the municipality in
which the school is located) and by(;) denotes the school-level random effect (i.e.,
the school where the student studied). A more detailed specification of GLMMs
can be found Jiang & Nguyen (2007).

2.1.1. Latent Gaussian Formulation of the Mixed-Effects Model

GLMDMs are a class of latent Gaussian models, which allows models to be fit-
ted using the INLA proposed by Rue et al. (2009) and recently updated with a
faster algorithm by van Niekerk et al. (2023). This is useful in our study be-
cause the model includes both spatial and school-level random effects, leading to
a high-dimensional latent structure. INLA provides a deterministic approach to
approximate the posterior marginal distributions of the latent effects and hyper-
parameters efficiently.

In this framework, the linear predictor in Equation (1) is represented through
a latent Gaussian field. For the model considered in this application, the latent
field is given by
€ = <M7ﬁ7u7b)7

where p is the intercept, 3 contains the fixed-effect coefficients, u contains the
municipality-level spatial effects, and b contains the school-level random effects.

Conditional on the latent field and the hyperparameters, the observations are
assumed to be independent. In general, the likelihood contribution for each obser-
vation can be written as

Yi | 1,01 ~ 7(y; | s, 61),

where 7; is the linear predictor defined in the previous section. This notation em-
phasizes that INLA does not require the response distribution itself to be Gaussian;
the Gaussian assumption is imposed on the latent field. In the present application,
we assume a Gaussian likelihood with identity link. Therefore, the likelihood used
for the fitted model is

Yi ‘ Nis Ty ~ N(ni77—y_1)7

where 7, is the precision of the Gaussian observation model. The hierarchical
formulation used for INLA can then be written as

}/i | TNiy Ty NN(ni7ng1)7

13 | 0~N (N5(0)>K_1<0)) ) (3)
6~ 7(0),
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where K(0) is the precision matrix of the latent field, u.(6) is its prior mean
structure, and 6 denotes the vector of hyperparameters. In the present model,
0 = (Ty, Tu, 7o) '; these hyperparameters include the precision of the Gaussian
likelihood, the precision of the municipality-level spatial effect, and the precision
of the school-level random effect.

The goal of INLA is to approximate the posterior marginal distributions of the
latent effects and hyperparameters, namely 7(¢; | y) and 7(6; | y). These approx-
imations are performed within the latent Gaussian model framework, where the
latent field is represented as a Gaussian Markov random field (GMRF). This repre-
sentation is central to the INLA approach, rather than an optional computational
choice, because the Markov structure induces a sparse precision matrix K(6). The
sparsity of this matrix is what makes the posterior approximation computation-
ally feasible for complex additive models. For a detailed presentation of the INLA
framework and its estimation procedure, see Rue et al. (2017); for further details
on GMRFs and their computational properties, see Rue & Held (2005).

2.1.2. Intrinsic Conditional Autoregressive Spatial Effect

The municipality-level spatial effect in Equation (2) is modeled through an
Intrinsic Conditional Autoregressive (ICAR) prior. Let
u=(up,...,up)"
denote the vector of spatial random effects, where u; corresponds to the munici-

pality [, for [ = 1,..., L. For student 7, the term w;(;) represents the spatial effect
of the municipality (i) where the school attended by the student is located.

Let j ~ [ denote that municipalities j and [ are neighbors, and let n; be

the number of neighbors of municipality /. Under the Besag ICAR model, the
conditional distribution of u; given the remaining spatial effects is

1 1
ul|ufl7TuNN 7Zuj37 ) (4)
n 1 Tu T

where 7, controls the precision of the spatial effect and u_; denotes the vector u
without its I-th component,

u_; = (U]_, sy U1, U1y - - uL)T-
This specification shrinks the spatial effect of each municipality toward the average
effect of its neighboring municipalities, inducing local spatial smoothing. More

details on ICAR and Besag-type spatial models can be found in Besag et al. (1991),
and Besag & Kooperberg (1995).

In order to improve the interpretability of the precision parameter, we used
the scaled version of the ICAR model proposed by Sgrbye & Rue (2014). Under
this scaling, the marginal variance of the structured spatial effect is standardized
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with respect to the graph structure, so that the precision parameter 7, can be
interpreted on a comparable scale across different graphs. Consequently,

1
VTu

represents the marginal standard deviation of the municipality-level spatial effect
on the scale of the linear predictor.

Oy —

2.1.3. School Random Effect

The school-level random effect b was modeled as an exchangeable iid Gaussian
effect. Let
b= (by,...,bg)"

denote the vector of school effects, where @ is the number of schools in the data.
The prior specification is
b|n~N(0,7,'T), (5)

where 7, is the precision parameter that controls the variability between schools.
Equivalently, defining
oy = —/—,
VvV Tb
the quantity o, represents the marginal standard deviation of the school-level
random effect on the linear predictor scale.

2.2. Penalised Complexity Priors

One of the main challenges in Bayesian modeling is the specification of prior
distributions. Common choices include objective priors and weakly informative
priors. Penalised Complexity (PC) priors provide a principled weakly informative
alternative by defining priors through a discrepancy measure between a simpler
base model and a more flexible model Simpson et al. (2017).

The PC prior approach considers two nested models: a base model and a flex-
ible model. The flexible model extends the base model, while the base model
represents a simpler specification. Following the principle of parsimony, the con-
struction assigns a higher prior mass near the base model and penalizes devia-
tions from it unless the data provide evidence supporting the flexible specification.
The discrepancy between the base and the flexible model is quantified using the
Kullback-Leibler divergence; see Simpson et al. (2017) for further details.

For variance components, the base model usually corresponds to the absence of
the corresponding random effect. Although these components are parameterized in
INLA through precision parameters, the PC prior is elicited on the corresponding
standard deviation scale. In general, for a random-effect component with marginal
standard deviation o; = 1/ \/Tj» the prior is specified through the probability
statement

P(a; > Uj) = aj,
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where Uj is a user-defined upper threshold and «; is the prior probability assigned
to exceeding that threshold. This formulation makes the prior specification inter-
pretable, as U; represents a large but plausible value for the residual variability
associated with component j. In the present application, the response is modeled
on the original mathematics-score scale. Therefore, the thresholds U; are inter-
preted in score points rather than in standardized units. The specific thresholds
used for the municipality-level spatial effect and the school-level random effect are
defined later.

2.3. Model Assessment

The model assessment was carried out from two complementary perspectives.
First, candidate models were compared using criteria that evaluate model fit and
predictive performance. Second, the adequacy and predictive calibration of the
selected model were evaluated using the probability integral transform (PIT).

For model comparison, we considered criteria that capture different aspects of
model performance. The Deviance Information Criterion (DIC) and the Widely
Applicable Information Criterion (WAIC) were used as information criteria to
compare the relative fit of the candidate Bayesian models. In addition, Leave-
One-Out Cross-Validation (LOOCV) was used to assess predictive performance
under a standard leave-one-out scheme.

For Gaussian likelihoods, point-prediction summaries such as mean absolute
error or mean squared error are simple and commonly used measures of predictive
accuracy. However, these summaries do not evaluate the full predictive distri-
bution. Therefore, we also considered the Continuous Ranked Probability Score
(CRPS) and its scaled version (SCRPS), which evaluates the quality of the full
predictive distribution rather than only point predictions Bolin & Wallin (2023).
The SCRPS is locally scale-invariant and is therefore useful when predictive un-
certainty varies across observations, as may occur in this application because the
number of students per school or municipality is highly unbalanced.

As the data contain spatial and hierarchical dependence, we also considered
Leave-Group-Out Cross-Validation (LGOCYV). This criterion is relevant for corre-
lated or highly structured data, where standard LOOCYV may be less appropriate
because it is primarily motivated by settings in which observations are indepen-
dent or weakly dependent. In spatial and hierarchical models, observations can
be strongly related through shared latent effects, so removing only the target ob-
servation may leave highly informative observations in the training set. LGOCV
reduces this issue by removing groups of observations that are informative for the
target observation, providing a more stringent predictive assessment Adin et al.
(2024). The LGOCYV idea works as follows:

e Consider each observation y; as the target prediction point.

e Define an index set I; that contains observations that should be removed
from the training set when predicting y;.
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Let y_;, denote the data that exclude the observations indexed by I;. Then,
the LGOCYV score is

1 n
LGOCV = —— ;bgw(yi ly_1,)- (6)

The method proposed in Liu & Rue (2024) provides an automatic way to con-
struct the sets I;. In this approach, the groups are defined using the posterior
dependence structure of the fitted latent Gaussian model. More specifically, for
each prediction point i, the method computes posterior correlations between the
linear predictor n; and the remaining linear predictors n;. The held-out set I; is
then formed by including observations whose linear predictors are most strongly
correlated with 7;, according to the selected number of correlation levels. There-
fore, the automatic grouping rule removes from the training set the observations
that are most informative about y; through the latent structure of the model.

In our analysis, the same automatic grouping rule was used for all candidate
models, so that the resulting LGOCYV values were computed under a comparable
prediction task. Models with lower LGOCYV values in Equation (6) are preferred.
A more detailed discussion of LGOCYV, including examples and implementation
details, can be found in Adin et al. (2024) and Liu & Rue (2024).

Finally, after selecting the final model, we assessed its predictive calibration
using the PIT Held et al. (2010). For each observation, the PIT value is defined
as

PIT; = P(yi" < wi | y-i),

where the predictive distribution is computed conditionally on the data exclud-
ing observation ¢. If the fitted model is well calibrated, the PIT values should
approximately follow a uniform distribution in the interval (0, 1).

3. Data Collection and Descriptive Analysis

This section describes the data source, the preprocessing steps, the spatial data
used to define the neighborhood structure, and the descriptive analysis performed
before fitting the models. The analysis was carried out in the R programming lan-
guage R Core Team (2026). Data transformation and visualization were performed
mainly using the tidyverse package Wickham et al. (2019).

3.1. Data Source and Study Sample

The data used in this study come from the Saber 11 exam records released by
the Colombian Institute of Education Assessment (ICFES). Saber 11 is a national
standardized exam taken by students towards the end of secondary education in
Colombia. The public database includes exam scores together with information
on student characteristics, household conditions, institution-related variables, and
geographic location.
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Although the public Saber 11 database contains records for several years, this
study uses only the 2022 records. This year was selected because it was the most
recent year available at the time of data collection. The unit of observation is the
student, and the response variable is the mathematics score, which ranges from 0
to 100.

The original database contains a large number of variables. For this analysis,
we focus on exam performance, household socioeconomic conditions, parental ed-
ucation, institution-related variables, and geographic location. The following sub-
sections describe the preprocessing steps, the variables retained for the analysis,
and the descriptive summaries used to motivate the final fixed-effect structure.
An example of the data structure using some of these variables is presented in
Table 1.

TABLE 1: Example of the data structure

Mathematics score  Institution type  Socioeconomic stratum  Municipality

63 Official Stratum 2 San Rafael
66 Unofficial Stratum 2 Medellin
45 Official Stratum 1 Manzanares
35 Official Stratum 1 Arjona

3.2. Variable Processing and Spatial Data

The 2022 Saber 11 database contains 50 variables. Not all variables were
retained for the statistical analysis. Some variables correspond to administrative
fields or identifiers, while others have highly unbalanced categories. Therefore,
the analysis focused on variables that were relevant to mathematics performance,
available for most observations, and suitable for inclusion in the fixed-effect or
random-effect structure of the model.

Several variables required preprocessing before the descriptive analysis and
model fitting. Categorical variables, such as socioeconomic stratum, academic day,
computer availability in the student’s home, and institution type, were converted
to factor variables. The database also includes separate variables for the highest
academic level achieved by the student’s mother and father. These variables were
first recoded into common education categories so that equivalent educational
levels were treated consistently across both variables. We then defined a single
parental academic level variable as the highest educational level achieved by either
parent. This aggregation was supported by sensitivity analyzes comparing models
using maternal education, paternal education, and the highest parental education
level, which led to essentially unchanged conclusions for the remaining fixed effects.

Variables with highly unbalanced categories were not included in the final
model. For example, the school calendar variable describes the academic calendar
followed by the institution. In Colombia, Calendar A is the standard calendar used
by most schools, while Calendar B is used by a smaller group of institutions with
a different academic-year schedule. In the sample of 2022, almost all observations
belonged to Calendar A, as shown in Table 2. Therefore, this variable was not

Revista Colombiana de Estadistica - Applied Statistics 49 (2026) 499-526



508 Juan Jose Galeano Arenas, Elias Teixeira Krainski & Haavard Rue

retained for the final model.

TABLE 2: Calendar type variable frequencies

Calendar type Frequency  Percentage

A 755102 98.22%
B 11683 1.52%
Other 1995 0.26%

Observations with missing values in any of the variables included in the final
model were excluded. This complete-case strategy was used to keep the prepro-
cessing transparent and to avoid introducing additional assumptions through the
imputation of missing values. The final INLA model was therefore fitted using the
complete-case dataset. In addition, the original database contains several identifier
columns, so we retained only those needed to identify schools and municipalities.
In this study, the municipality variable corresponds to the municipality where the
school is located; therefore, each school is nested within a municipality.

After preprocessing and complete-case filtering, the dataset used for model
fitting contained 739211 observations. The variables retained for the descriptive
analysis and the final model are summarized in Table 3.

TABLE 3: Variables retained for the analysis

Variable Description

Academic day School schedule attended by the student.

Socioeconomic stratum  Housing-based socioeconomic classification in
Colombia.

Computer availability Indicator of whether the student’s household
reports having a computer.

Institution type Official (public) or unofficial (private) institu-
tion.

Academic level Highest educational level achieved by either
parent.

Since the model includes a municipality-level spatial effect, spatial information
was also required. We used the sf package Pebesma (2018) to process and plot
map-related objects. The municipal geometries for Colombia were obtained using
the ColOpenData package Tavera-Cifuentes & Otero (2025), which retrieves public
spatial data from Colombian sources such as the National Administrative Depart-
ment of Statistics (DANE) and the Institute of Hydrology, Meteorology, and En-
vironmental Studies (IDEAM). Observations from Belén de Bajira were excluded
because this municipality was not present in the municipal spatial dataframe used
to construct the adjacency graph required for the Besag spatial effect. DANE
reports that Nuevo Belén de Bajira was incorporated into the official DIVIPOLA
municipal framework of the 2024 reference period Departamento Administrativo
Nacional de Estadistica (2024). The exclusion affected only a very small propor-
tion of the sample (0.01% approximately). The municipal geometries were used to
construct the spatial dataframe and the neighborhood structure required for the
Besag spatial effect.
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3.3. Descriptive Analysis

The descriptive analysis focused on the variables summarized in Table 3. We
first examined the marginal distribution of the mathematics scores and then com-
pared the scores across the selected covariates and relevant combinations of co-
variates. These summaries were used to identify descriptive patterns and guide
the construction of the fixed-effect component of the candidate models.

Figure 1 shows the distribution of the mathematics score in the final analyti-
cal sample. The distribution is unimodal, with most scores concentrated around
intermediate values and fewer observations near the lower and upper extremes of
the scale.

75000

50000

Frequency

25000

0 25 50 75 100
Score

Ficure 1: Histogram of the students’ mathematics scores.

We then examined how the distribution of mathematics scores varied with the
selected variables summarized in Table 3. In particular, we examined differences
in the score distribution by academic day, socioeconomic stratum, computer avail-
ability at home, institution type, and academic level. We also explored selected
combinations of variables, such as socioeconomic stratum and computer availabil-
ity, to identify possible interaction patterns.

Examples of descriptive summaries are presented in Figure 2. The first plot
shows the distribution of mathematics scores by academic level. The score distri-
bution tends to increase as the highest educational level achieved by either parent
increases. This pattern is consistent with previous evidence on the association be-
tween family background and academic performance Gaviria & Barrientos (2001).

The second plot compares mathematics scores by socioeconomic stratum and
computer availability in the student’s home. The descriptive pattern suggests
that the association between computer availability and mathematics score differs
between socioeconomic strata. In particular, the difference between students with
and without a computer appears to be more pronounced in the higher strata than
in the lower strata. This pattern motivated the inclusion of an interaction between
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the socioeconomic stratum and computer availability in the fixed-effect component
of the model.

Max academic level of either parent
3/.8%

100 . . . . . 3

200000

19.4%

17.7%
100000 12.9%
8.3% 25
. 3%
0 - 0 . . .

. Primary incomplete. High school . Graduate

Academic level

. Primary . Technical . Postgraduate

Math score per stratum level and whether the family have a computer

Frequency
Math score

S irn e

0

~

w

N

150000 1
100000 9.85% 5.74%
. 4.82%
50000
. 1.21% 0.45% 1.53% 0.27% 0.74%

200000 21.76%
20:06% 6.09 17.49%
2 4 6

Have a computer? B3 No B Yes

Ficure 2: Examples from the descriptive analysis.

These descriptive results should be interpreted as exploratory summaries rather
than causal effects. They were used to motivate the fixed-effect structure consid-
ered in the fitted models. Since no formal Bayesian variable-selection procedure
was performed, posterior inference is interpreted conditionally on the selected
fixed-effect structure.

4. Data Modeling and Results

This section presents the Bayesian spatial mixed-effects models fitted to the
Saber 11 mathematics scores. The purpose of the modeling is to evaluate asso-
ciations between mathematics performance and the selected covariates, while ac-
counting for residual dependence associated with municipalities and schools. The
fixed-effect component includes the five categorical variables described in Section 3:
academic day, socioeconomic stratum, computer availability in the student’s home,
institution type, and academic level. We also considered two interaction terms:
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one between the socioeconomic stratum and computer availability, and another
between the socioeconomic stratum and institution type.

To assess the contribution of the random-effect components, three candidate
models were fitted. Model M1 includes only fixed effects. Model M2 adds a
municipality-level spatial effect using the scaled Besag specification. Model M3
adds both the municipality-level spatial effect and an iid school-level random effect.
The following subsections describe the candidate model specification, the prior
distributions, the model comparisons, the goodness-of-fit assessment of the selected
model, and the posterior summaries of the selected model.

4.1. Candidate Model Specification

The complete model, corresponding to M3, is defined as

M = 0BT+ i) + by (7)
Yi ~ N(nz; 0—5)7

where ;) is the municipality-level spatial effect associated with the municipality
I(7) where the school attended by student i is located, and bg;) is the school-level
random effect associated with the school ¢(i) attended by the student i. The
municipality-level effect was modeled using the scaled Besag specification, and
the school-level effect was modeled as an iid Gaussian random effect. The other
candidate models are submodels of Equation (7): M1 excludes both random-effect
components, while M2 excludes only the school-level random effect.

We use the queen criterion to determine whether two municipalities are neigh-
bors; thus, two areas are considered neighbors if they share at least one common
boundary point. San Andrés and Providencia are geographically isolated regions
and do not have adjacency connections with the remaining municipalities. Since
the Besag spatial model relies on the neighborhood structure to define spatial
dependence, these units were excluded from the spatial analysis. The resulting
adjacency structure is illustrated in Figure 3.

4.2. Prior Specification

Regarding the priors, the intercept and fixed effects were assigned Gaussian
priors with a precision of 0.1.

p~N(0,017Y;  B;~N(0,0.171). (8)

For the variance components, we used the PC-prior framework described in
Section 2.2. The model includes three standard deviation parameters: oy, the
standard deviation of the Gaussian likelihood; o, the marginal standard deviation
of the scaled municipality-level spatial effect; and o, the standard deviation of
the school-level random effect. Since the response was modeled on the original
mathematics score scale, these standard deviations are interpreted in score points.
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FI1GURE 3: Adjacency map.

The prior thresholds were defined directly on this score scale. We used the same
threshold 10 and tail probability 0.01 for the three components, encoding our prior
belief that standard deviations larger than 10 mathematics score points are un-
likely a priori. Although the same threshold was used, the interpretation remains
component-specific: o, refers to individual-level variation, o, to municipality-level
spatial variation, and o} to between-school variation. The prior statements are

P(o, >10) =0.01,  P(o, >10) =001,  P(o, >10) =0.01.  (9)

4.3. Model Comparison

We computed the model-fit and cross-validated predictive measures for the
three candidate models, as discussed in Section 2.3. Table 4 presents the DIC,
WAIC, CRPS, SCRPS, LOOCV, and LGOCYV results. For all reported criteria,
lower values indicate better relative performance.
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TABLE 4: Summary of model comparison.

Model DIC WAIC CRPS SCRPS LOOCV LGOCV

M1 7.609 7.609 6.121 2.252 3.805 3.798
M2 7.530 7.530 5.865 2.231 3.765 3.766
M3 7.386 7.385 5.397 2.190 3.693 3.727

The model that included both the municipality-level spatial effect and the
school-level random effect, M3, had the lowest value for all reported criteria. This
indicates that, among the candidate models considered, M3 showed the best rel-
ative fit and predictive performance. In particular, the improvement from M1 to
M2 suggests that accounting for municipality-level spatial dependence improves
the model, while the further improvement from M2 to M3 indicates that there is
additional residual variation associated with schools. Therefore, M3 was selected
as the final model for the posterior summaries and goodness-of-fit assessment pre-
sented below.

4.4. Goodness-of-Fit Assessment

After selecting M3, we assessed its goodness of fit using the probability integral
transform (PIT), as described in Section 2.3. The PIT diagnostic was used be-
cause it evaluates the full posterior predictive distribution, rather than only point
prediction errors. Therefore, it provides a useful check of the predictive calibra-
tion for the selected Bayesian model. The histogram of the PIT values for M3 is
presented in Figure 4.

0.94

Density

0.34

0.0

0.00 0.25 0.50 0.75 1.0
PIT values

FiGURE 4: Probability integral transform values for final model.

The histogram is approximately flat over the unit interval and remains close to
the reference density of one. This indicates that the posterior predictive distribu-
tion is reasonably well calibrated and does not show strong systematic deviations
from the observed data. Therefore, the PIT diagnostic supports the adequacy of
the Gaussian specification and the overall goodness of fit of the selected model.
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4.5. Posterior Summaries of the Selected Model

We now present posterior summaries for the selected model, M3. These sum-
maries include model hyperparameters, fixed effects, and municipal and school-
level random effects. Throughout this subsection, the results are interpreted con-
ditionally on the fixed-effect structure selected from the descriptive analysis.

Hyperparameters

Table 5 summarizes the posterior distributions of the three hyperparameters
in M3, and Figure 5 shows their posterior marginal densities. The posterior mean
of the observation standard deviation is o, = 9.657, while the posterior means
of the municipality-level spatial standard deviation and the school-level standard
deviation are o,, = 3.098 and o, = 4.882, respectively. These results indicate that,
after accounting for the fixed effects, there remains variability associated with both
random effects, and the school-level component shows a larger marginal standard
deviation.

TABLE 5: Posterior summary of model (M3) hyperparameters.

Parameter Mean  Standard deviation 95% HPD lower 95% HPD upper

oy 9.657 0.008 9.642 9.672
ou 3.098 0.120 2.877 3.340
oy 4.882 0.043 4.803 4.968
Gaussian observations Spatial standard deviation
34
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204
1
01, ; : ! ! - 04
963 964 965 966 967 968 28 30 32 34 36
Oy Gy

School's standard deviation

10.04
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0.04
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Fi1GURE 5: Posterior marginal of model hyperparameters.

Fixed Effects

Table 6 presents the posterior summaries of the fixed effects. Since the fixed-
effect component includes categorical covariates, individual coefficients should be
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interpreted relative to their corresponding reference categories. The reference cate-
gories are Saturdays for academic day, socioeconomic stratum 1, no computer avail-
ability, unofficial institution, and incomplete primary for academic level. There-
fore, positive posterior means correspond to higher expected mathematics scores
relative to the corresponding reference category, while negative posterior means
correspond to lower expected scores, conditional on the remaining covariates and
random effects. Given that the model includes interaction terms, the coefficient
table is used as a posterior summary of the direction and uncertainty of the fixed
effects rather than as a complete set of all possible marginal contrasts. The descrip-
tive plots in Figure 2 help to contextualize these effects on the mathematics-score
scale.

TABLE 6: Posterior summary of fixed effects

Parameter Mean Standard deviation 95% HPD lower 95% HPD upper
Intercept 45.7316 0.1732 45.3920 46.0706
I(Academic day = Nights) —0.3291 0.1054 —0.5358 —0.1228
I(Academic day = Afternoons) 5.0291 0.0983 4.8363 5.2214
I(Academic day = Mornings) 6.3609 0.0868 6.1905 6.5309
I(Academic day = Complete) 7.7555 0.0912 7.5767 7.9340
I(Stratum = 2) —0.5144 0.0914 —0.6937 —0.3354
I(Stratum = 3) —1.8311 0.1036 —2.0344 —1.6284
I(Stratum = 4) —2.5502 0.1603 —2.8647 —2.2364
I(Stratum = 5) —1.7603 0.2648 —2.2796 —1.2421
I(Stratum = 6) —2.9128 0.3665 —3.6316 —2.1955
I(Have computer = Yes) 0.9663 0.0450 0.8780 1.0545
I(Institution type = Official) —4.4215 0.1492 —4.7141 —4.1295
I(Academic level = Primary) 0.7550 0.0370 0.6824 0.8275
I(Academic level = High school) 1.5604 0.0419 1.4781 1.6425
I(Academic level = Technical) 3.5204 0.0460 3.4302 3.6105
I(Academic level = Graduate) 3.1299 0.0452 3.0413 3.2184
I(Academic level = Postgraduate) 5.5033 0.0811 5.3443 5.6621
I(Stratum = 2, Have computer = Yes) 0.1465 0.0577 0.0332 0.2595
I(Stratum = 3, Have computer = Yes) 0.8024 0.0715 0.6623 0.9423
I(Stratum = 4, Have computer = Yes) 0.8565 0.1337 0.5942 1.1182
I(Stratum = 5, Have computer = Yes) —0.4370 0.2394 —0.9065 0.0316
I(Stratum = 6, Have computer = Yes) 0.3025 0.3355 —0.3555 0.9592
I(Stratum = 2, Institution type = Official) —0.2697 0.0914 —0.4490 —0.0908
I(Stratum = 3, Institution type = Official) —0.5556 0.0993 —0.7505 —0.3612
I(Stratum = 4, Institution type = Official) —1.9820 0.1371 —2.2509 —1.7138
I(Stratum = 5, Institution type = Official) —3.0243 0.2278 —3.4711 —2.5784
I(Stratum = 6, Institution type = Official) —2.9885 0.3272 —3.6302 —2.3481

The clearest pattern is observed for the academic level. Relative to the reference
category, the posterior means increase as the highest educational level achieved by
either parent increases, and the corresponding 95% HPD credible intervals are
entirely above zero. This pattern is consistent with the descriptive summaries
in Figure 2, in which the score distribution shifts upward as the academic level
increases. In particular, students whose parents completed technical, graduate,
or postgraduate education tend to have higher expected mathematics scores than
students in the reference category.

The posterior summaries also support associations with academic day, com-
puter availability, institution type, and socioeconomic stratum. Conditional on
the other variables in the model, computer availability is associated with a higher
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expected mathematics score. Similarly, the coefficient for institution type suggests
a difference between official and unofficial institutions, after adjustment for the re-
maining covariates. The interaction terms indicate that these associations are not
constant across socioeconomic strata. For example, the interaction between socioe-
conomic stratum and computer availability suggests that the association between
having a computer at home and mathematics performance varies across strata,
which agrees with the descriptive patterns observed in Figure 2. Furthermore, the
interaction between socioeconomic stratum and institution type suggests that the
difference in expected mathematics scores between official and unofficial institu-
tions also varies across strata.

Municipality-Level Spatial Effects

Figure 6 presents posterior summaries of the municipality-level spatial effects.
The left panel shows the posterior mean of the spatial effect, while the right panel
shows the posterior standard deviation. For visualization purposes, a square-root
transformation was applied to the standard deviation scale. Positive values indi-
cate municipalities with higher mathematics performance after adjusting for the
fixed effects and the school-level random effect, whereas negative values indicate
municipalities with lower performance.

The posterior mean surface shows geographic variation across municipalities.
In particular, the spatial effect is more negative in some external regions and
more positive in several municipalities located in the central part of the country.
These differences suggest that, even after adjusting for the observed covariates and
school-level heterogeneity, there remains municipality-level variation associated
with mathematics performance.

Expected value Standard deviation

4.0

2.0
1.0
0.5
0.2

FIGURE 6: Posterior summaries of spatial random effects.

Table 7 lists the municipalities with the lowest posterior mean spatial effects.
These municipalities are located in the department of Chocé. This result indi-
cates that, after accounting for the fixed effects and school-level random effects,
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these municipalities still tend to show lower residual mathematics performance
than the overall average. Choco has been described in the literature as a region
facing structural difficulties related to poverty, infrastructure, and social condi-
tions, which may affect educational outcomes; see Chaverra Santos (2020) for a
broader discussion. However, these factors were not explicitly included in the
present model and should therefore be interpreted only as contextual hypotheses
for future research, rather than as direct findings from the fitted model.

TABLE 7: Municipalities with the lowest posterior mean spatial effects.

Department ~ Municipality =~ Mean SD  95% HPD lower 95% HPD upper

Chocd Bojaya —12.14 1.63 —15.34 —8.96
Choco Jurado —12.14 2.85 —17.73 —6.57
Choco Alto Baudo —11.79 143 —14.59 —9.00
Choco Nuqui —11.61 2.03 —15.59 —7.63
Choco Bajo Baudoé —10.88 1.45 —13.73 —8.04

Table 8 presents the municipalities with the highest posterior mean spatial ef-
fects. These municipalities tend to show higher residual mathematics performance
after adjusting for the remaining components of the model.

TABLE 8: Municipalities with the highest posterior mean spatial effects.

Department Municipality Mean SD  95% HPD lower 95% HPD upper
Boyaca Paipa 8.13 1.15 5.88 10.38
Santander Floridablanca 7.07 0.75 5.59 8.55
Boyaca Tibasosa 6.66 1.60 3.52 9.79
Norte de Santander  Pamplona 6.47 1.21 4.09 8.84
Cundinamarca Cajica 6.30 1.02 4.31 8.29

Ranked Spatial and School Random Effects

-

Figure 7 presents the posterior means and 95% HPD credible intervals for
spatial and school random effects, ranked by posterior mean. The top panel cor-
responds to municipalities and the bottom panel corresponds to schools. In both
cases, several intervals do not include zero, indicating residual heterogeneity after
accounting for the fixed effects included in the model.

For municipalities, negative spatial effects indicate areas where students tend to
show lower residual mathematics performance after adjusting for the fixed effects
and the school-level component, while positive effects indicate municipalities with
higher residual performance. For schools, lower random effects indicate institutions
where students tend to have lower residual performance relative to the overall
average after accounting for the observed covariates and the spatial component,
whereas higher effects indicate positive residual deviations associated with the
school.

These patterns may be related to contextual or institutional characteristics,
such as local socioeconomic conditions, teacher proficiency, academic resources,
administrative practices, or school infrastructure. Therefore, municipalities and
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schools with consistently negative effects may require further inspection to iden-
tify potential factors associated with lower performance and to assess possible
improvement strategies. See Barrett et al. (2019) for a deeper discussion of how
school infrastructure can affect learning processes. These explanations should be
interpreted as contextual hypotheses for follow-up investigation, rather than as
direct findings estimated by the model.

Municipality-level spatial effects

is]
[
=
[}
=
T
o
%]
(I) 3(‘)0 6(‘)0 960
Municipalities ordered by posterior mean
School-level random effects
ko]
[
=
[}
©
o
<
%)
[7a]

0 2000 4000 6000
Schools ordered by posterior mean
FIGURE 7: Posterior means and 95% HPD intervals for spatial and school random effects,
ranked by posterior mean.

5. Conclusions and Final Remarks

This work applied Bayesian spatial mixed-effects models fitted with INLA to
study mathematics performance. The methodological framework combined a spa-
tial effect at the municipality level and a school-level random effect, allowing the
model to account for residual dependence associated with both geographic struc-
ture and school membership. PC priors were used as a principled prior specification
framework, with probability statements defined on the standard deviation scale.
Model comparison was performed using LGOCV, which is appropriate for assessing
predictive performance in the presence of spatial and hierarchical dependence.

A set of covariates was selected from the dataset and used to construct the
fixed-effect component of the model. We then compared three different models to
evaluate the inclusion of municipality-level spatial effects and school-level random
effects. Based on the reported comparison criteria, including LGOCV, the model
with both random effects showed the best predictive performance among the can-
didate models. The final specification includes fixed effects, a scaled Besag spatial
effect for municipalities, a school-level iid random effect, and the corresponding
hyperparameters o, 0., and 0. The resulting posterior distributions allow us to
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study associations between student characteristics and mathematics performance,
evaluate residual spatial patterns across municipalities, and quantify remaining
heterogeneity between schools. Since no formal Bayesian variable-selection pro-
cedure was implemented, posterior inference is interpreted conditionally on the
selected fixed-effect structure.

The analysis was conducted with the goal of modeling the student’s mathemat-
ics performance while accounting for spatial and school-level structure. However,
the interpretation of these results depends on the quality and scope of the assess-
ment instrument. A natural extension of this work would be to study the test itself
using Item Response Theory (IRT), where the focus is placed on the properties of
each test item and its ability to discriminate among students with different ability
levels. In practice, fitting complex IRT models can be computationally demanding
due to the number of students and items involved. The computational advantages
of INLA may provide a useful direction for extending the present analysis toward
spatial or hierarchical IRT models.

Appendix

In this section, we present a high-level version of the code used to set reference
levels in categorical variables, construct the neighborhood graph, define the Besag
model, and specify the INLA formula.

Only the factor definitions, neighborhood graph construction, and model defi-
nition are shown below, since the purpose of this appendix is to illustrate the main
implementation steps used to fit the model. The complete reproducible project is
available at https://github.com/jgaleanoa/Saber1l_Modeling/tree/main.
The repository contains the scripts required for data preprocessing, spatial graph
construction, model fitting, model assessment, and generation of reported tables
and figures. We begin with the factor definitions used for the categorical variables,
shown in Listing 1.

Listing 1. Categorical variables as factors

HEHBHHEHB R B R H AR R AR HAF B HBGH ARG HARH R B ARG R ARH AR B AR H R R B HRRHE

# SCRIPT: icfes_data_cleaning_ 2022.R

HAHAFH AR B AR GRS R AR HAF B H RS R A AR R AR R SR G R AR H AR AR RS A S R
library(tidyverse)

# LOAD COMPLETE ICFES DATASET

icfes_full <- read.csv("Data/Resultados_unicos_Saber_11_20260412.csv")

# Filtering for 2022

icfes_2022 <- icfes_full %>/
mutate (ANIO = substr (PERIODO, 1, 4)) %>%
filter (ANIO == 2022) %>%
select (-ANIO)

# HERE, THE TRANSFORMATION PROCESS STARTS.
# Transformations include encoding, translation to english, etc.
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# Saving the object
saveRDS (icfes_2022, "Data/icfes_2022_cleaned.Rds")

#itd S HH SR R R S R R R R R S
# SCRIPT: icfes_2022_modeling.R

HESFHH R R R R R R
# Load the cleaned data

icfes_2022 <- readRDS("Data/icfes_2022_cleaned.Rds")

# Filter for the selected variables to modeling
icfes_2022_mod <- icfes_2022 %>%
select(
# RESPONSE
PUNT_MATEMATICAS,

# COVARIATES

COLE_JORNADA_IMPUTED, COLE_NATURALEZA, FAMI_ESTRATOVIVIENDA_IMPUTED,
FAMI_TIENECOMPUTADOR, FAMI_EDUCACIONPADRE_IMPUTED,
FAMI_EDUCACIONMADRE_IMPUTED, ACADEMIC_LEVEL,

# CODES FOR THE SPATIAL AND SCHOOL RANDOM EFFECTS
COLE_COD_MCPIO_UBICACION, # SPATIAL
COLE_COD_DANE_ESTABLECIMIENTO # SCHOOL

icfes_2022_mod %<>%
mutate (
FAMI_EDUCACIONMADRE_IMPUTED = factor(
FAMI_EDUCACIONMADRE_IMPUTED,
levels = c("Primary incomplete", "Primary", "High school",
"Technical", "Graduate", "Postgraduate")
),
FAMI_EDUCACIONPADRE_IMPUTED = factor(
FAMI_EDUCACIONPADRE_IMPUTED,
levels = c("Primary incomplete", "Primary", "High school",
"Technical", "Graduate", "Postgraduate")
),
ACADEMIC_LEVEL = factor(
ACADEMIC_LEVEL,
levels = c("Primary incomplete", "Primary", "High school",
"Technical", "Graduate", "Postgraduate")
),
FAMI_ESTRATOVIVIENDA_IMPUTED = factor(
FAMI_ESTRATOVIVIENDA_IMPUTED,
levels = 1:6

)’
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COLE_JORNADA_IMPUTED = factor(
COLE_JORNADA_IMPUTED,
levels = c("Saturdays", "Nights", "Afternoons",

"Mornings", "Complete")

),

FAMI_TIENECOMPUTADOR = factor(
FAMI_TIENECOMPUTADOR,
levels = c("No", "Yes")

),

COLE_NATURALEZA = factor(
COLE_NATURALEZA,
levels = c("Unofficial", "Official")

521

The Listing 2 includes the collection of spatial data using ColOpenData, the
construction of the neighborhood graph, and the creation of the indexes for random
effects. The indexes are defined to avoid working with large numerical indexes

inherited from the unique identifiers in the original data.

Listing 2. Graph construction

R
# SCRIPT: icfes_data_cleaning_2022.R
FHEH R R R R
library(ColOpenData)
# aggregation up to municipal level
mpio <- download_geospatial(

spatial_level = "mpio",

simplified = TRUE,

include_geom = TRUE,

include_cnpv TRUE

# FILTER THE SPATIAL DATAFRAME TO EXCLUDE ISLANDS
imsel <- which(st_coordinates(st_centroid(mpio))[, 11>(-80))
mpio <- mpio[imsel, ]

# AFTER DOWNLOADING THE DATA, WE SAVE THE OBJECTS IN RDS FORMAT
saveRDS (mpio, "Data/col_mpio_geospatial.Rds")

RIS
# SCRIPT: icfes_2022_modeling.R
LErsisisnsnissisisisisnsnss i nisiv iz s s s s s s s T E s

mcpals <- readRDS("Data/col_mpio_geospatial.Rds")

# SPATIAL
# Creation of municipalities index in order to match with the
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# one obtained by poly2nb function (for the spatial fit)
icfes_2022_mod$idx_area <-
match(icfes_2022_mod$COLE_COD_MCPIO_UBICACION,
mcpals$codigo_municipio

)

# Sanity check

# Min should be 1, Max should be the number of municipalities
# in the spatial data

summary (icfes_2022_mod$idx_area)

# SCHOOLS
icfes_2022_mod$idx_school <-
match(icfes_2022_mod$COLE_COD_DANE_ESTABLECIMIENTO,
unique(icfes_2022_mod$COLE_COD_DANE_ESTABLECIMIENTO)
)

# Min should be 1, Max should be the number of schools
summary (icfes_2022_mod$idx_school)

# Neighbors matrix
nb <- spdep: :poly2nb(mcpals)

# Adjacency matrix (It is saved as a raw file)

spdep: :nb2INLA(file = "Data/graph_municipals", nb = nb)

The model-fitting process is shown in Listing 3. The INLA formula includes the
scaled Besag component and the PC-prior tails defined in Equations (8) and (9).

Listing 3. Fit of the complete model

R
# SCRIPT: Besag_Modeling.R
R
# BASE FORMULA
Im_formula <- PUNT_MATEMATICAS ~ COLE_JORNADA_IMPUTED +
FAMI_ESTRATOVIVIENDA_IMPUTED +
FAMI_TIENECOMPUTADOR + COLE_NATURALEZA + ACADEMIC_LEVEL +
FAMI_ESTRATOVIVIENDA_IMPUTED * FAMI_TIENECOMPUTADOR +
FAMI_ESTRATOVIVIENDA_IMPUTED * COLE_NATURALEZA

# Error, school and spatial standard deviation prior
precprior <- list(prec = list(prior = "pc.prec", param = c(10, 0.01)))

# BESAG AND SCHOOLS FORMULA
besag_schools_formula <- update(
1m_formula, T+
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# Besag component

f(idx_area, model = "besag", graph = "Data/graph_municipals",
scale.model = TRUE,
hyper = precprior) +

# schools component

f(idx_school, model = "iid",
hyper = precprior)

# MODEL FITTING

# Control compute options so the model stores metrics
# to assess model performance later

ccomp <- list(

dic = TRUE,
waic = TRUE,
cpo = TRUE

)

# Fit the model

besag_schools_model <- inla(
formula = besag_schools_formula,
data = icfes_2022_mod,
control.family = list(hyper = precprior),
verbose = FALSE,
control.fixed = list(prec = 0.1),
control.compute = ccomp

The Listing 4 shows how to compute the LGOCYV for a model fitted with INLA.
Listing 4. LGOCV computations

# Function to compute the CV metric
extract_groupcv <- function(inla_group_cv_object){
# Remove NA for the object with the cv values
cv_metrics <- inla_group_cv_object$cv[!is.na(inla_group_cv_object$cv)]
# Model group cv
group_cv <- -mean(log(cv_metrics))
return(group_cv)

# Indices for the LGOCV
set.seed(3435)
groupcv_idx <- sample(l:dim(icfes_2022_mod) [1], 10000)

# LGOCV BESAG AND SCHOOLS
lgocv_besag_schools <- inla.group.cv(
besag_schools_model, num.level.sets = 1,
verbose = TRUE, size.max = 8,
selection = groupcv_idx)
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# LGOCV COMPUTATION USING THE HELPER
extract_groupcv(lgocv_besag_schools)
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