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ABSTRACT
Reliable and up-to-date information on crop distribution is essential for ensuring food security in the face of rapid population growth
and climate change, and with recent advancements in remote sensing and artificial intelligence, large-scale analyses of agricultural
landscapes can now be performed more quickly and accurately. The main objective of this study is to improve the classification
of strategic crops (wheat, barley, and corn) through an ensemble learning approach that integrates three complementary neural
network architectures—TempCNN, BiLSTM, and Transformer-Encoder—using Sentinel-2 time series data. To achieve this objective,
several vegetation indices were first computed from the spectral bands of Sentinel-2 time series data. A Random Forest (RF) model
was then employed to identify and select the most relevant features. Finally, these features were used to train the individual
models, and their prediction probabilities were combined using soft voting to produce the final ensemble predictions. Model
performance was evaluated across four spatial cross-validation configurations, in which the data from each of the four departments
of Brittany was held out in turn as an independent test region, ensuring a rigorous assessment of the model’s spatial generalization
capability. The ensemble model achieves a mean Overall Accuracy (OA) of 98.14% across all configurations, with per-class F1-
scores exceeding 0.93 for barley, 0.97 for wheat, and 0.99 for corn. Compared to TempCNN and LSTM baseline models, as
well as Recurrent Convolutional Neural Network (R-CNN), RF, and Support Vector Machine (SVM), the proposed ensemble model
consistently achieves higher OA and per-class metrics. It also outperforms the same ensemble trained without vegetation indices.
These findings highlight the effectiveness of combining complementary deep learning architectures and demonstrate the added
value of vegetation indices for crop type classification using satellite time series.
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RESUMEN
La informacion fiable y actualizada sobre la distribucion de los cultivos es esencial para garantizar la seguridad alimentaria ante
el rapido crecimiento demografico y el cambio climatico. Gracias a los recientes avances en teledeteccion e inteligencia artificial,
los analisis a gran escala de los paisajes agrıcolas pueden realizarse ahora con mayor rapidez y precision. El objetivo principal
de este estudio es mejorar la clasificacion de cultivos estrategicos (trigo, cebada y maız) mediante un enfoque de aprendizaje
por conjuntos (ensemble learning) que integra tres arquitecturas de redes neuronales complementarias: TempCNN, BiLSTM y
Transformer-Encoder, utilizando series temporales de datos de Sentinel-2. Para alcanzar este objetivo, primero se calcularon varios
ındices de vegetacion a partir de las bandas espectrales de las series temporales. Posteriormente, se empleo un modelo de Random
Forest (RF) para identificar y seleccionar las caracterısticas mas relevantes. Finalmente, estas caracterısticas se utilizaron para
entrenar los modelos individuales, y sus probabilidades de prediccion se combinaron mediante votacion blanda (soft voting) para
generar las predicciones finales del conjunto. El rendimiento del modelo se evaluo mediante cuatro configuraciones de validacion
cruzada espacial, en las que los datos de cada uno de los cuatro departamentos de Breta~na se mantuvieron sucesivamente como
region de prueba independiente, garantizando una evaluacion rigurosa de la capacidad de generalizacion espacial del modelo. El
modelo conjunto alcanza una Precision Global (OA) media del 98.14 % en todas las configuraciones, con puntuaciones F1 por clase
que superan el 0.93 para la cebada, el 0.97 para el trigo y el 0.99 para el maız. En comparacion con los modelos base TempCNN
y LSTM, ası como con redes neuronales convolucionales recurrentes (R-CNN), RF y maquinas de vectores de soporte (SVM), el
modelo propuesto logra consistentemente metricas de OA y por clase superiores. Asimismo, supera al mismo conjunto entrenado
sin ındices de vegetacion. Estos hallazgos resaltan la eficacia de combinar arquitecturas de aprendizaje profundo complementarias
y demuestran el valor a~nadido de los ındices de vegetacion para la clasificacion de tipos de cultivos a partir de series temporales
satelitales.
Palabras clave: clasificacion de tipos de cultivos, series temporales, aprendizaje por conjunto, TempCNN, BiLSTM, Transformer-
Encoder
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Introduction
Agriculture is a fundamental sector that sustains societies
by producing the majority of the food consumed globally,
making it essential for human survival and social stability
[1]. Beyond food production, agriculture also contributes
significantly to the economies of many developing countries,
where it often accounts for a large share of GDP,
employment, and foreign exchange earnings [2]. However,
this sector faces significant challenges driven primarily
by the rapid population growth and the impacts of
climate change. With the global population expected
to exceed 10 billion by 2060, current food production
systems are insufficient to meet future demand [3, 4].
This growing pressure, combined with changing dietary
habits, places additional strain on both uncultivated lands
and existing agricultural areas, necessitating intensified
production efforts [5–7]. Moreover, climate change
introduces further complexity by causing unpredictable
variations in temperature and precipitation, which disrupt
traditional planting and harvesting schedules and complicate
resource management [8].

In response to these challenges, sustainable agricultural
management has become imperative. Access to reliable,
timely, and spatially detailed information on crop types
and yields is critical for optimizing resource allocation
and ensuring long­term food security [3, 9, 10]. Thus,
crop mapping emerges as a vital solution by supplying
agronomists, researchers, and policymakers with reliable
information on crop distribution, thereby supporting
precision agriculture, facilitating environmental impact
assessments, and enabling informed decision­making [3,5].

While traditional crop mapping methods such as field
surveys and manual evaluations remain in use, they are time
consuming, costly, and often limited by restricted access to
farmland [11,12]. Remote sensing and satellite imagery have
addressed these issues by enabling large­scale, frequent
monitoring of agricultural areas with detailed spatial and
temporal data [5,7]. Additionally, the increasing application
of artificial intelligence in crop mapping has enhanced the
precision and speed of data processing and analysis.

In this context, Machine Learning (ML) classifiers such as
Random Forest (RF) and Support Vector Machine (SVM)
have been widely applied for crop mapping, particularly
when combined with carefully engineered spectral and
temporal features [13–15]. However, these approaches
rely on manual feature engineering and have limited
ability to model complex non­linear temporal dynamics
in satellite time series. Deep Learning (DL) methods
have emerged as more powerful alternatives, as they
can learn discriminative representations directly from raw
data without handcrafted features [16]. Convolution­
based models are effective at capturing local temporal
patterns [17], recurrent­based models are designed
to learn sequential dependencies over time [18–20],
while Transformer­based architectures use self­attention
mechanisms to model long­range dependencies across all
acquisition dates simultaneously [21, 22]. However, most
DL­based approaches for crop type classification rely on a
single neural network architecture, either as a standalone
model or as a hybrid design. This limitation motivates
our study to investigate whether combining complementary

architectures through an ensemble strategy can improve
classification performance.

The objective of this work is to develop an ensemble
learning framework that integrates three deep learning
models with distinct architectural paradigms—TempCNN,
BiLSTM, and Transformer­Encoder—through a soft­voting
strategy, to classify strategic crops (barley, wheat, and
corn) using Sentinel­2 time series data from the Brittany
region in northwest France, provided by the BreizhCrops
benchmark dataset [23]. The proposed solution is evaluated
using four spatial cross­validation configurations, where
each of the four departments in Brittany is used once as an
unseen test region, allowing a comprehensive assessment
of spatial generalization. Performance is analyzed both
quantitatively—through Overall Accuracy (OA) and full per­
class precision, recall, and F1­score for each crop type—and
qualitatively through spatial crop maps generated across all
four test departments.

The remainder of this paper is organized as follows: Section
reviews related work in crop classification using both
traditional machine learning and deep learning approaches;
Section details the proposed methodology for crop type
classification, including dataset preparation, vegetation
index computation, optimal feature selection, model
architectures, and hyperparameter optimization; Section
presents the experimental results; Section discusses the
findings and their implications; and Section concludes the
study with key takeaways and future perspectives.

Related work
Several ML and DL approaches have been proposed in the
literature to address the problem of crop type classification
using satellite image time series. This section presents a
selection of studies from both categories in order to position
our work with respect to existing approaches and identify
the limitations that motivate our proposed method.

Machine learning­based approaches

Random Forest

Eisfelder et al. [24] applied the RF model in a two­step
classification process in western Ethiopia. In the first
step, RF was used to identify general land use/land cover
(LULC) classes in order to isolate cropland areas. In the
second step, the regions classified as cropland were further
processed to distinguish among up to 18 different crop
types, achieving OA ranging from 82% to 92% across the
study areas. Tufail et al. [25] and Wei et al. [26] employed
RF for two complementary purposes: as a feature selection
technique to reduce data dimensionality, and as a supervised
classification model for crop type mapping. RF achieved
an OA of 94.9% in classifying 10 crop types in northern
Italy [25], while it achieved 90% OA in mapping rice, maize
and soybean in the Sanjiang Plain, China [26].
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d'Informatique (ESI), Algeria. E­mail: k_amrouche@esi.dz
3Computer Science Engineer,́Ecole nationale Suṕerieure d'Informatique (ESI),
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Support Vector Machine

Tufail et al. [25] applied SVM with an RBF kernel to classify
10 crop types in northern Italy, achieving an OA of 93.66%.
Dashtbozorg et al. [27] employed SVM with an RBF kernel
to classify 13 different land­use classes, including 9 specific
crop types such as wheat, barley, rice, and alfalfa, in
Mobarakeh County, Iran, achieving an OA of 89%. Similarly,
Wang et al. [28] used SVM with an RBF kernel to classify 4
major crop types and other vegetation classes in the central
part of the North China Plain, achieving 93% OA. Crisóstomo
de Castro Filho et al. [29] employed SVM with a third­degree
polynomial kernel to map rice crops and surrounding land­
use classes in the West Rio Grande do Sul region of Brazil,
achieving an OA of 98.28%.

Deep learning­based approaches

Convolution­based models

Pelletier et al. [17] proposed a Temporal Convolutional
Neural Network (TempCNN) to classify 13 land cover
classes, including 8 crop types, in the southwest region
of France near Toulouse, achieving an OA of 93.45%.
Wang et al. [30] propose an attention­based CNN model
that integrates Convolutional Block Attention Modules
(CBAM) to enhance feature representation. Applied to the
classification of corn, cotton, soybean, and winter wheat
across the United States, the model achieved an OA of
97.13%. Furthermore, Seydi et al. [31] proposed a novel
dual­stream CNN model to classify crop types in Golestan
Province, Iran, using NDVI time series derived from Sentinel­
2 imagery, combining multi­scale residual convolution
blocks with spectral and spatial attention mechanisms. The
model achieved an OA of 98.5% and a Kappa coefficient of
0.89.

Recurrent­based models

Khan et al. [18] proposed an LSTM­based model to classify
rice, wheat, and sugarcane in the Punjab Province of
Pakistan, achieving an OA of 93.77%. Similarly, Rußwurm
and Korner [19] proposed an LSTM model to classify 19 crop
types in the region north of Munich, Germany, achieving an
OA of 90.6%. In another study, Liu et al. [20] proposed an
Attention­based Bidirectional GRU (A­BiGRU) framework for
mapping rice, maize, and soybean in Fujin County, China,
capturing temporal dependencies across the full crop growth
cycle by processing the time series in both forward and
backward directions, and achieving an OA of 98.04%.

Attention and Transformer­based models

Weilandt et al. [21] proposed a model based on the Pixel­Set­
Encoder­Temporal Attention­Encoder (PSE­TAE) architecture
to classify 17 crop types, including maize, potatoes, winter
barley, and winter wheat, in Germany, achieving an
average F1­score of 0.92. The model processes agricultural
parcels through a three­step pipeline: the Pixel­Set Encoder
(PSE), which computes learned statistical descriptors of the
spectral distribution within each parcel; positional encoding,
which incorporates temporal ordering information; and
the Temporal Attention Encoder (TAE), which uses a self­
attention mechanism to model the interactions between
observations acquired at different points throughout the
growing season. Similarly, Xu et al. [22] proposed

a Spectral­Temporal Network (STNet), a transformer­
based architecture that incorporates Day­of­Year positional
encoding and NDVI­based temporal aggregation to classify
20 crop types across six geographically dispersed counties
in the United States, achieving an OA of 95.17% in 2021.

Hybrid models

Mazzia et al. [32], proposed a Recurrent Convolutional
Neural Network (R­CNN) to classify 15 crop types in
the Emilia­Romagna region of Italy, achieving an OA of
96.50%. The model first captures temporal correlations
in multispectral time series data using an LSTM network,
followed by a TimeDistributed layer. Subsequently, a
series of convolutional layers extract high­level temporal and
spectral patterns from the LSTM outputs, before a dense
output layer performs the final classification. Similarly,
Zhao et al. [33] applied GRU­CNN and LSTM­CNN models
to classify 7 crop types, including summer maize, cotton,
and chili in Hebei Province, China, achieving accuracies
of 85.98% and 86.57%, respectively. More recently,
and motivated by the success of attention mechanisms in
sequence modeling, Wang et al. [34] proposed a lightweight
multi­stage CNN­Transformer network (MCTNet) for pixel­
based crop mapping using Sentinel­2 time series imagery.
The model integrates the local feature extraction strengths of
CNNs with the long­range dependency modeling capabilities
of Transformers, achieving an OA of 96.80% in classifying 5
crop types in Arkansas, USA.

Synthesis and motivation

Overall, while ML methods such as RF and SVM
have demonstrated competitive accuracies in crop type
classification, they rely heavily on manually engineered
features and are inherently limited in their ability to
capture the complex temporal dynamics present in satellite
image time series. However, RF remains a strong and
reliable choice for optimal feature selection, owing to its
ability to rank and filter the most discriminative spectral­
temporal features and reduce data dimensionality before
classification, as Tufail et al. [25] and Wei et al. [26]
demonstrate.

DL methods have proven to be more powerful
alternatives, as they are capable of learning discriminative
representations directly from raw time series without
manual feature engineering. CNN­based models excel at
extracting local spectral­temporal patterns efficiently, but
they can only capture local temporal patterns within a
fixed window of time steps, limiting their ability to model
long­range dependencies across the full growing season.
Recurrent architectures such as LSTM and GRU are well­
suited for sequential modeling and can retain temporal
context over time, yet their step­by­step processing nature
limits their ability to capture global temporal relationships
efficiently. Transformer and attention­based models address
this limitation through self­attention mechanisms that model
dependencies across all acquisition dates simultaneously,
offering greater flexibility and scalability, but they may lack
the inductive biases needed to capture fine­grained local
spectral patterns. Hybrid approaches combining two of
these architectures have been explored in the literature and
have shown promising results, yet the combination of all
three paradigms—CNN, BiLSTM, and Transformer—within
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a unified ensemble learning framework remains largely
unexplored for crop type classification using satellite image
time series.

Motivated by these observations, we propose an approach
that first uses an RF model as a feature selection step
to identify the most discriminative spectral and temporal
features, before feeding them into an ensemble of
TempCNN, BiLSTM, and Transformer­Encoder models. This
approach aims to exploit the complementary strengths of
each model type to achieve more robust and accurate crop
type classification from satellite image time series.

Methodology
Fig. 1 illustrates the workflow of our proposed solution for
crop type classification. Details of each step are presented
in the following subsections.

Figure 1. Workflow of the proposed solution for crop type
classification.
Source: Authors

BreizhCrops time series dataset

In mathematical terms, a time series is an ordered sequence
of observations, represented as values or vectors, indexed
in a discrete temporal framework and typically recorded at
regular and consistent time intervals [35].

In this study, we used the BreizhCrops dataset [23], a
benchmark dataset designed for the supervised classification
of crop types using time series derived from Sentinel­2
satellite imagery. The dataset covers the region of Brittany
in northwestern France, which is administratively divided
into four departments: Finistère, Côtes-d'Armor, Ille-et-
Vilaine, and Morbihan.

A single sample in this dataset is defined as a triplet (x, y,
�eld_id), where each element is described as follows:

x: The time series associated with a single agricultural parcel,
represented as a matrix of dimensions (T � B) = (45 � 10),
where 45 denotes the number of time steps and 10 denotes

the number of spectral bands. Each time step corresponds
to a Sentinel­2 acquisition made every 5 days throughout
the year 2017. The reflectance value at each time step
is obtained by averaging the pixel values of each spectral
band over all pixels belonging to that parcel. Each parcel
is assumed to contain a single, homogeneous crop type,
allowing the time series to reliably capture the spectral and
temporal evolution of that crop throughout the growing
season. The 10 spectral bands include: Blue (B2), Green
(B3), Red (B4), Red Edge 1 (B5), Red Edge 2 (B6), Red Edge
3 (B7), Near­Infrared (B8), Red Edge 4 (B8A), Shortwave
Infrared 1 (B11), and Shortwave Infrared 2 (B12).

y: The class label associated with the time series
x, representing the crop type cultivated within the
corresponding parcel.

�eld_id: The unique identifier of the agricultural parcel
represented by the time series x.

Removing minority classes

Initially, the dataset includes nine crop types: Barley, Wheat,
Corn, Nuts, Orchard, Rapeseed, Sunflower, Temporary
Meadows, and Permanent Meadows. However, in this
study, we focus only on the well­represented classes,
namely the major crops — Barley, Wheat, and Corn —
and exclude the minority classes. Fig. 2 illustrates the
geospatial distribution of these major crops across the four
departments of the Brittany region, and Table 1 details the
number of time series samples for each crop type in each
department.

Figure 2. Geographic distribution of the three selected crop classes
(Barley, Wheat, and Corn) across the Brittany Region.
Source: Authors

Vegetation indices computation

Vegetation indices represent spectral transformations
derived from two or more spectral bands, specifically
designed to amplify vegetation­related signals and facilitate
robust spatial and temporal comparisons of terrestrial
photosynthetic activity and canopy structural variations [36].
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Table 1. Distribution of time series samples for Barley, Wheat, and
Corn across the four departments of Brittany.

Department Barley Wheat Corn Total

Côtes-d'Armor 13 051 30 380 44 003 87 434

Finistère 10 736 15 026 36 620 62 382

Ille-et-Vilaine 7 154 27 202 42 011 76 367

Morbihan 5 981 17 009 31 361 54 351

Source: [23]

A variety of vegetation indices exist, and their application
depends on the specific crop types under investigation
and the objectives of the study. In the present work, we
computed 15 vegetation indices, detailed in Table 2, based
on the spectral bands of the BreizhCrops dataset. These
indices were carefully selected from distinct categories, each
quantifying particular vegetation attributes that contribute
to the discrimination of crop types. Subsequently, these
indices were concatenated with the original spectral bands,
resulting in time series with a dimensionality of (45, 25).

Table 2. Vegetation indices and their formulas.

Vegetation Index Formula

NDVI [37] (B8 � B4)=(B8 + B4)

WDRVI [38] (0:1 � B8 � B3)=(0:1 � B8 + B3)

SAVI [39] (B8 � B4)(1:5)=(B8 + B4 + 0:5)

MSAVI [40] (2 � B8 + 1 �
p

(2 � B8 + 1) 2 � 8(B8 � B4))=2

OSAVI [41] (B8 � B4)(1:16)=(B8 + B4 + 0:16)

EVI [39] 2:5 � (B8 � B4)=(B8 + 6 � B4 � 7:5 � B2 + 1)

NDMI [42] (B8 � B11)=(B8 + B11)

MSI [43] B11=B8

NDRE [44] (B8 � B5)=(B8 + B5)

IRECI [45] ((B7 � B4) � B6)=B5

NDI45M [46] (B5 � B4)=(B5 + B4)

MCARI [47] ((B6 � B5 � 0:2(B6 � B3)) � B6)=B5

GNDVI [48] (B8 � B3)=(B8 + B3)

PPR [49] (B3 � B2)=(B3 + B2)

PVR [49] (B3 � B4)=(B3 + B4)

Source: Authors

Optimal feature selection

After computing vegetation indices, the next step is to
identify the most relevant spectral bands and indices to
effectively distinguish between crop types. This feature
selection process aims to reduce both model complexity
and computational cost. To evaluate feature importance,
an information gain criterion within an RF model was
employed. The RF constructs an ensemble of decision trees,
each trained on a bootstrap sample and using a random
subset of features at each split. Feature importance is then
quantified by aggregating the information gain—measured
as the reduction in entropy—associated with each feature
across all splits and trees in the forest.

Features are subsequently ranked according to their
importance scores, and the optimal feature subset is defined
as the smallest set of top­ranked features whose cumulative
importance reaches 90% of the total. The spectral bands
and vegetation indices belonging to this subset were then
retained as the most discriminative features for crop type
classification.

Encoding and classification

Proposed models architectures

Fig. 3 presents the architectures of the three proposed
models for crop type classification, which are subsequently
combined using an ensemble learning strategy for final
prediction. Our approach is based on two baseline models,
TempCNN [17] and LSTM [19], which were enhanced with
regularization techniques to prevent overfitting. In addition,
we implemented a Transformer­Encoder model inspired by
the original architecture introduced by Vaswani et al. [50].

TempCNN: The enhanced TempCNN model consists
of N convolutional blocks. Each block includes a 1D
convolutional layer applied along the temporal dimension
of the time series, followed by batch normalization, a ReLU
activation function, and a dropout layer for regularization.
The resulting feature map is then flattened and passed
through a fully connected layer, followed by a Softmax
activation function, to produce class probabilities for the
different types of crops, as illustrated in Fig. 3 (a).

BiLSTM: For the BiLSTM model, the standard LSTM
layers of the baseline model [19] were replaced with
Bidirectional LSTM (BiLSTM) layers to better capture
contextual information in both forward and backward
temporal directions. The enhanced model, shown in Fig. 3
(b), consists of a normalization layer, followed by N BiLSTM
layers with dropout, and a final fully connected layer with a
Softmax activation function for classification.

Transformer­Encoder: The proposed Transformer­Encoder
model, shown in Fig. 3 (c), retains only the encoder part of
the original Transformer architecture [50]. It begins with
an embedding layer composed of a fully connected layer
activated by a ReLU function, introducing nonlinearity to
capture complex feature representations at the initial stage
of processing. This is followed by a positional encoding
layer, which incorporates information about the temporal
order of time steps into the model. Next, N encoder
blocks are used to extract features and capture temporal
dependencies. The output is then passed through a fully
connected layer with a Softmax activation function to
produce the final class probabilities.

Ensemble Learning: The final crop type prediction is
obtained through an ensemble learning approach using
a soft voting method. In this method, the predicted
probabilities of each model are averaged across all classes
and the class with the highest mean probability is selected
as the final output. The core principle behind this approach
is that the variation among models can offset their individual
limitations, resulting in improved generalization of unseen
test data. Specifically, TempCNN is well­suited for capturing
local patterns and short­term variations in time series data;
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Figure 3. Architectures of the proposed models for crop type classification.
Source: Authors

BiLSTM excels at modeling long­term dependencies; and
the Transformer­Encoder model is particularly effective
in capturing global relationships through its self­attention
mechanism. The integration of these diverse architectures
enables a more robust and accurate analysis of crop type
classification from satellite time series.

Experimental setup

The experiments were conducted using Kaggle's notebook
environment with PyTorch for both implementation and
training. Two hardware setups provided by Kaggle were
used: an NVIDIA Tesla P100 GPU (16 GB of HBM2 memory
and 3.584 CUDA cores) for model training, and an Intel Xeon
CPU with 13 GB of RAM for data preprocessing and feature
selection.

Data split configuration

To evaluate the generalization capability of the proposed
solution, four data split configurations were defined based
on the four departments of the Brittany region. In each
configuration, the data from one department is held out
as the test set, while the remaining three departments are
used for training and validation. Table 3 details the data
distribution across the four configurations.

Hyperparameter tuning

The hyperparameters of the three models were optimized
using the RandomizedSearchCV method from the Scikit­
learn library. This method enables efficient hyperparameter
tuning by randomly sampling a specified number
of hyperparameter combinations and evaluating model
performance for each combination. In our case, we set
this number to 20. Tables 4, 5, and 6 present the search
space of tested values for each hyperparameter, along with
the optimal values identified by RandomizedSearchCV for
the TempCNN, BiLSTM, and Transformer­Encoder models,
respectively.

Training and evaluation

For each data split configuration, each model was trained
for 20 epochs using the cross­entropy loss function and
the Adam optimizer, and subsequently evaluated on the
corresponding test set using the following metrics: OA,
Precision, Recall, and F1­score. In addition, crop maps
were generated by matching each predicted label with its
corresponding parcel polygon using the field_id identifier,
providing a spatial visualization of the classification results
in the study area.

Results
Fig. 4 illustrates the relative importance of spectral bands and
vegetation indices for crop type classification, as determined
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Table 3. Data split configurations across the four departments of the Brittany region.

Con�guration Training set Validation set Test set

1 Finistère + Côtes-d'Armor (149 816 samples) Ille-et-Vilaine (76 367 samples) Morbihan (54 351 samples)

2 Finistère + Côtes-d'Armor (149 816 samples) Morbihan (54 351 samples) Ille-et-Vilaine (76 367 samples)

3 Finistère + Ille-et-Vilaine (138 749 samples) Morbihan (54 351 samples) Côtes-d'Armor (87 434 samples)

4 Côtes-d'Armor + Morbihan (141 785 samples) Ille-et-Vilaine (76 367 samples) Finistère (62 382 samples)

Source: Authors

Table 4. TempCNN model hyperparameters optimization.

Hyperparameter Tested values Best value

Convolutional blocks N 3 ­ 5 ­ 7 3

Filter size (1D) 5 ­ 7 ­ 9 7

FC block neurons 128 ­ 256 ­ 512 512

Dropout rate 0.1 ­ 0.2 ­ 0.3 0.3

Learning rate 0.01 ­ 0.001 ­ 0.0001 0.001

Source: Authors

Table 5. BiLSTM model hyperparameters optimization.

Hyperparameter Tested values Best value

BiLSTM layers 2 ­ 4 ­ 6 6

Hidden states ht dimension 64 ­ 128 ­ 256 128

Dropout rate 0.1 ­ 0.2 ­ 0.3 0.3

Learning rate 0.01 ­ 0.001 ­ 0.0001 0.01

Source: Authors

Table 6. Transformer­Encoder model hyperparameters optimization.

Hyperparameter Tested values Best value

Neurons in Embedding layer 128 ­ 256 ­ 512 128

Encoder layers 2 ­ 3 ­ 4 2

Attention heads 2 ­ 4 ­ 8 8

Neurons in encoder's FC layer 128 ­ 256 ­ 512 512

Dropout rate 0.1 ­ 0.2 ­ 0.3 0.3

Learning rate 0.01 ­ 0.001 ­ 0.0001 0.001

Source: Authors

by the RF model. The analysis reveals that vegetation indices
exhibit greater discriminative power than raw spectral
bands. In particular, the most important indices include
NDMI (13.9%), MSI (10.3%), PVR (8.7%), IRECI (8.1%),
NDRE (7.6%), and MCARI (7.5%).

To reduce redundancy and computational cost, only the
top­ranked features whose cumulative importance reached
90% of the total were retained, as illustrated in Fig. 5.
This threshold was met by 19 features out of 25: NDMI,
MSI, PVR, IRECI, NDRE, MCARI, SAVI, EVI, MSAVI, NDVI,
OSAVI, B6, B5, NDI45, B12, GNDVI, WDRVI, PPR, and B11,
which were subsequently used as input for the classification
models.

Figure 4. Relative importance of spectral bands and vegetation indices
for crop type classification, as determined by the RF model.
Source: Authors

Figure 5. Cumulative Importance of Ranked Features with 90%
Selection Threshold.
Source: Authors

Fig. 6 presents the training and validation accuracy curves
for TempCNN, BiLSTM, and Transformer­Encoder over 20
epochs using configuration 1 of data split (see Table 3).

All three models converge rapidly within the first five epochs,
starting from initial training accuracies of approximately
95%, 92%, and 93%, respectively. By epoch 20, TempCNN
and Transformer­Encoder stabilize near 99% and 98%
training accuracy, while BiLSTM exhibits a brief instability,
with a noticeable drop in training accuracy around epoch
18 before recovering. Additionally, the validation accuracy
curves closely track their corresponding training curves
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Figure 6. Training and validation accuracy curves for TempCNN, BiLSTM, and Transformer­Encoder models using data split configuration 1
Source: Authors

across all three models, with gaps remaining below 1–2%
throughout training.

Detailed results of spatial cross­validation are reported in
Table 7, where each model is trained on three departments
and tested on a completely unseen fourth one. OA
remains consistently high across all configurations and
models, ranging from 95.99% (TempCNN, configuration
2) to 98.59% (Ensemble Learning, configuration 4). The
Ensemble model consistently achieves the highest OA in
every configuration: 98.39%, 97.98%, 97.60%, and 98.59%
for configurations 1 through 4, respectively. Among
individual models, the Transformer­Encoder generally
achieves the best OA (98.30%, 97.88%, 97.45%, and
98.38% across configurations), while BiLSTM exhibits the
greatest variability. TempCNN, while slightly trailing in
OA, demonstrates a strong and consistent precision­recall
balance, particularly for corn.

The confusion matrices in Fig. 7 provide a per­class
breakdown of the ensemble model's performance across
all four configurations. Corn is classified with near­
perfect accuracy across all test regions, achieving recall
values of 99.19%, 99.40%, 99.58%, and 99.48% for
configurations 1 through 4, respectively. Wheat also exhibits
high and consistent accuracy, with per­configuration
recall ranging from 96.17% to 98.60%. Barley presents
the most challenging classification scenario, with recall
values spanning from 90.72% (configuration 3) to 96.46%
(configuration 2), with the majority of errors occurring as
confusions with wheat.

Fig. 8 shows the spatial distribution of correctly and
incorrectly classified crop parcels across the four test
departments. Correctly classified parcels form compact
and spatially consistent clusters across all four departments,
while misclassified parcels are few and scattered, appearing
mainly near field edges or in fragmented agricultural areas.
Configuration 3 (Côtes-d'Armor) shows the highest rate of
wheat misclassification at approximately 10%. However,
the ensemble model still achieves an OA of 97.60% on this
configuration.

Table 8 provides a quantitative comparison between the
proposed models and state­of­the­art approaches using
the first data split configuration. Among the traditional
classifiers, SVM shows the lowest performance, particularly
for barley, where it achieves an F1­score of only 0.60,
while RF reaches a barley F1­score of 0.77. The R­CNN
[32], despite being a hybrid deep learning architecture,

achieves a moderate OA of 93.51% with a barley F1­
score of 0.78, remaining below all proposed models.
The enhanced TempCNN and BiLSTM models in the
proposed approach outperform their corresponding baseline
models—the original TempCNN [17] and LSTM [19]—
in both OA and barley classification performance, which
is the most challenging class due to its similarity with
wheat. Among all individual models, the Transformer­
Encoder achieves the best OA of 98.30% and the highest
barley F1­score (0.94). The full ensemble achieves the
highest overall performance, with an OA of 98.39%, a barley
recall of 0.95 (the best value among all models), and F1­
scores of 0.98 and 0.99 for wheat and corn, respectively. In
comparison, the ensemble model without vegetation indices
shows slightly lower performance, with OA of 97.68% and
a barley recall of 0.90.

Discussion
The results obtained across the four spatial cross­validation
configurations consistently demonstrate the robustness
and generalization capability of the proposed ensemble
framework. The variation in OA across configurations
and models remains below 3%, indicating that the
learned representations are not overfitted to the spectral
or phenological characteristics of any specific training
region. Instead, the models successfully transfer their
decision boundaries to completely unseen spatial domains,
confirming that the temporal features extracted from the
input time series capture meaningful and general crop
growth patterns rather than region­specific artifacts.

At the per­class level, corn achieves the highest classification
accuracy across all configurations and models, owing
to its distinctive late­season phenological development,
which produces a temporal spectral signature that is
clearly separable from other crop types. Wheat is
also classified with high and consistent accuracy, with
minimal confusion with neighboring cereal classes. Barley,
however, represents the most challenging class across all
models, with the majority of misclassifications occurring
as confusions with wheat. This is agronomically expected,
as both crops follow very similar spectral and phenological
trajectories during the early stages of the growing season,
and their discrimination relies on fine­grained heading­date
differences that can be difficult to detect in the presence
of cloud contamination or mixed land cover near parcel
boundaries.
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Table 7. Overall Accuracy (OA) and Per­class classification metrics (Precision, Recall, and F1­score) for TempCNN, BiLSTM, Transformer­Encoder,
and Ensemble Learning models across all data split configurations.

Con�guration Model OA (%) Barley Wheat Corn

Precision (%) Recall (%) F1­score (%) Precision (%) Recall (%) F1­score (%) Precision (%) Recall(%) F1­score (%)

1 TempCNN 97.56 89.80 93.75 91.73 97.24 97.21 97.22 99.29 98.47 98.88

BiLSTM 96.87 87.53 91.92 89.68 97.39 95.13 96.25 98.46 98.76 98.61

Transformer­Encoder 98.30 94.80 94.13 94.46 97.74 98.21 97.98 99.26 99.14 99.20

Ensemble Learning 98.39 94.25 95.10 94.67 98.11 98.08 98.10 99.35 99.19 99.27

2 TempCNN 95.99 75.83 95.23 84.43 98.63 91.27 94.81 98.71 99.18 98.94

BiLSTM 96.76 80.21 94.87 86.92 98.52 95.20 96.83 99.01 98.09 98.55

Transformer­Encoder 97.88 88.02 96.23 91.94 99.09 96.13 97.59 98.95 99.30 99.13

Ensemble Learning 97.98 87.70 96.46 91.87 99.08 96.17 97.60 99.20 99.40 99.30

3 TempCNN 96.63 96.77 85.39 90.73 90.78 97.68 94.10 99.16 99.48 99.32

BiLSTM 96.64 96.23 87.13 91.45 92.06 97.62 94.76 98.73 99.02 98.87

Transformer­Encoder 97.45 95.07 92.44 93.73 95.95 95.75 95.85 98.73 99.61 99.17

Ensemble Learning 97.60 97.12 90.72 93.81 94.36 97.68 95.99 99.11 99.58 99.34

4 TempCNN 97.59 91.77 94.93 93.32 97.86 96.24 97.04 99.19 99.30 99.24

BiLSTM 98.01 96.02 93.28 94.63 97.25 98.13 97.69 99.10 99.32 99.21

Transformer­Encoder 98.38 96.70 94.65 95.66 97.63 98.67 98.15 99.39 99.28 99.33

Ensemble Learning 98.59 96.93 95.53 96.23 98.19 98.60 98.40 99.34 99.48 99.41

Source: Authors

Figure 7. Ensemble model confusion matrices across the four geographic test configurations.
Source: Authors

The performance gap between traditional machine learning
classifiers and the proposed deep learning models can be
attributed to fundamental differences in how each approach
handles temporal data. RF and SVM, which achieved the
lowest OA values of 92.78% and 88.98% respectively, rely on
manually engineered features and static representations that
are inherently limited in their ability to model the complex
temporal dynamics present in satellite image time series.
These classifiers treat each time step independently and
lack the capacity to capture sequential dependencies or long­
range phenological patterns across the growing season. This

limitation is most evident at the per­class level, particularly
for barley, which is the most spectrally ambiguous of the
three crops. RF achieved a barley F1­score of only 0.77,
with a precision of 0.75 and a recall of 0.79, while SVM
performed even more poorly, reaching a precision of 0.67,
a recall of 0.55, and an F1­score of 0.60.

The R­CNN model [32], despite being a hybrid deep learning
architecture combining LSTM­based temporal modeling
with convolutional feature extraction, achieved a lower
OA of 93.51% compared to all proposed models. Its
performance on barley remains limited, with a precision
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